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Abstract 
This paper discusses the use of a variety of self organ

ising neural networks to salve industrial and other "real
world" problems. In particular an application within the 
oil industry dealing with the classification of fluorescence 
spectrograms from crude oil samples, an image processing 
application in which microscopic pollen is classified far use 
in climate change studies and ail exploration analysis and 
finally an application related to aiding the early diagnosis of 
skin cancer. All of these tasks are currently performed man
ually but results are time consuming to obtain and are often 
inaccurate. Three self organising neural networks are con
sidered, the Self-organising Feature Map, an ART network 
and a self-training, deformable template matching neural 
network called ~lSE . The operational characteristics 
of the networks are discussed with particular reference to 
the "real-world" applications. 

1 Introduction 
This paper discusses the advantages, disadvantages and 

problems associated with applying self organising neural 
networks to industrial and other "real-world" problems. 
The specific networks discussed are the Self-organising 
Feature Map [l] (SOFM), an ART network [2] and the 
~lSE network [3]. Three specific applications are used 
to explore and discuss the implementational issues. The first 
is an application within the oil industry where fluorescence 
spectrograms from crude oil samples are classified [4]. The 
second is in palynology (the study of pollen) where the anal
ysis of microscopic pollen has been used to estimate the con
tribution of tropical land clearance to global climate change 
[5]. The third is an application to aid in the early diagnosis 
of skin cancer (6]. All three tasks are currently performed 
manually but results are time consuming to obtain and are 
often inaccurate and subjective. In all cases the data to be 
classified has considerable variability within each class and 
any useful solution has to deal robustly with this variation. 
In addition it is a requirement that a minimum amount of 
user input is required in terms of application specific knowl
edge. 

2 Fluorescence fingerprinting 
2.1 The problem 

Total Scanning Fluorescence (TSF) is a chemical analysis 
tool which is used in geochemical survey for natural seepage 
and for oil-base pollutants. Interpretation of the 3-D fluores
cence spectra or fingerprints involves clustering followed by 

classification of the clusters. Manual interpretation is sub
jective and laborious and data volume can cause problems 
for classical statistical tools. 

Fluorescence spectra are used to characterise and iden
tify crude oils based on the composition of the aromatic hy
drocarbon fraction. The data analysis objective is to group 
and classify large numbers of spectra that are acquired in 
geochemical survey, each spectrum consisting of a large 3-
dimensional data array (see figure 1). Unsupervised learning 
is required because the oil class identities and class structure 
are not known a priori. 

The objective of the work was to enable clustering of 
batches of whole TSF spectra and then to suggest identi
ties (classifying) for the clusters using any relevant reference 
spectra. The intention being to automate repetitive tasks but 
not to de-skill the geochemical interpretation which will in
evitably require the consideration of a geochemist. 

,,.._ 

Fi&- 1. A typical total scanaiDg flnorogram (TSF) 

2.2 The techniques used 
The Self-Organising Feature Map (SOFM) and Adaptive 

Resonance Theory (ART) networks were chosen for trials be
cause they both match the task requirements in terms of per
forming unsupervised classification but have very different 
operational characteristics. In particular the ART2a variant 
was used since it provides a rapid steady state version of 
ART2 (throughout the remainder of the paper ART will refer 
to ART2a). 

The data set used in the trials consisted of 40 TSF spectra, 
the relatively small number being chosen so that a reason
ably accurate manual clustering could be performed. 

2.3 Testing Protocol 
To compare results obtained from soFM and ART net

works, the same numbers of clusters were generated using 
each method. Using ART, the number of clusters cannot be 
specified directly but required successive trials, varying the 
vigilance parameter each time. SOFM allows the number of 
clusters to be specified directly, although not all clusters will 
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necessarily be populated. Results were generated with 8, 14 
and 20 clusters 

The performance of the neural networks was assessed in 
terms of the speed and accuracy with which it was able 
to emulate the clustering achieved by an experienced geo
chemist (Figure 2). 

Fig. 2. MBDual dusterina of data presented as contour plots 

The results in terms of the clustering achieved for a num
ber of configurations are given in tables 1 and 2. The SOFM 

class order is meaningful in the sense that neighbouring 
classes are more similar to each other than those further 
away. This is not the case with the ARf classes. In order to 
better compare the neural network clustering and the manual 
clustering the class prototypes were processed using a non
linear mapping method [7] which produced a 2D scatter plot 
of the class prototypes. This procedure takes a series of N
dimensional vectors and maps them to a lower dimensional 
space, in this case to 2D. This allowed the "distances" be
tween clusters to be visually assessed. The disadvantages of 
using such a mapping procedure are that it often appeared to 
underestimate the accuracy provided by the neural network 
and in some cases the processing time was excessive. 

The cluster configurations achieved by neural network 
analysis of the 40 test spectra are illustrated in the cluster 
lists shown in table I. Overall the results are promising: the 
cluster solutions agree reasonably well with those produced 
manually by an experienced geochemist (Figure 2) and the 
cluster solutions are geochemically meaningful. 

Both neural networks identify the effects of sample con
centration in the sample series (28, 27, 29), and (9, 7, 8). 
The most concentrated (severely quenched) samples, 29 and 
8, are outliers at the opposite end of the map to the most di-

ARf 

0: 1, 4, 10, 14, 15, 16, 17, 19, 24, 25, 26, 32,33 
1: 0, 12, 13, 38,39 
2:20,22,28 
3: 8 
4:29 
5: 5, 6, 7, 11, 30 
6: 2,3,18,21,23,27,31,34,35,36,37 
7:9 
SOFM 

0:8,29 
1: 5, 6, 7, 11, 30 
2:0,13,38,39 
3: 
4: 1, 4, 10, 14, 15, 16, 17, 19, 24, 25, 26, 32, 33 
5: 2, 3, 12, 23, 31, 34, 36, 37 
6:18,20,21,27 
7:9,22,28 

Table 1. Comparison of ARf BDd SOFM clustering with 8 classes 

20classes 14 classes 
0: 18,27 0:20,21 
1: 10, 14, 15, 16, 17, 19 1:0,4,10, 15,25,26,32,33 
2:21 2: 18, 23, 27, 31, 34, 35, 36, 37 
3: 1 3: 5, 6, 7 
4: 20 4: 9 
5:5, 6, 7 5: 8 
6: 2 6: 22,28 
7: 8 7:2 
8:23.31,34,36 8: 13, 38,39 
9: 13, 38,39 9: 11,30 
10: 12 10:3 
11:0,4,25,25,32,33 11: 1, 14, 16, 17, 19,24 
12:29 12: 29 
13: 11,30 13: 12 
14: 22 
15: 9 
16: 24 
17: 28 
18: 35, 37 
19: 3 

Table 2. ARf dasslftcatloo showlog the evolotioo of classes 

lute members of the series, samples 28 and 9. 
Subtle differences are apparent in the cluster member

ships derived by SOFM and by ART. For example in the 8 
cluster SOFM solution, samples 8 and 29 are in the same clus
ter whereas in the homologous ARf result they each form a 
separate cluster. Cluster configurations achieved by SOFM 

and ARI' also differ noticeably. The geochemical signifi
cance of these differences is unclear but the initial impres
sion is that the SOFM result may be more meaningful. 

Ambiguities in the neural network clustering process are 
apparent in the series of results for each network type. The 
ARf network nearest-neighbour relationships between indi
vidual samples changes as the number of clusters changes 
(Tables 1 and 2). For example, samples 10, 14, 15, 16, 17 
and 19 are in a single cluster at the 20 cluster solution, are 
split between two clusters in the 14 cluster solution, and re
converge in the 8 cluster solution. 
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The basic conclusions of this work were that although the 
processing time for the SOFM was considerably greater than 
for ARTand on-line training is not possible with SOFM the 
results from the SOFM were preferred by the user over those 
produced by ART. The comparison was made difficult due to 
the differences in the definition of "distance" or "similarity" 
between the two networks. Despite the advantages of on
line learning and fast execution due to the small number of 
passes through the data set required, AIITWas felt to be in
ferior to SOFM in this particular application. This is almost 
certainly attributable to the mandatory normalisation of data 
and the angle based similarity measure of ARTboth of which 
are thought with hindsight to be unsuitable for this type of 
data. The results from the SOFM were considered to be of a 
quality sufficient for use by geochemists. 

3 Palynology 
3.1 The problem 

A problem which is common to both climatic studies and 
work performed by oil companies is the identification of mi
croscopic pollen either from sediment samples or core sam
ples. This is a very time consuming process and an auto
mated system is required which is able to robustly and con
sistently classify various types of pollen. One of the prob
lems with this type of recognition is the great variability of 
the pollen even within one type due to the 3D nature of 
the pollen (see figure 3). This work makes use of a self
organising neural network called ~lSE , which was de
signed for robust object recognition of images. The method 
used by ~lSE of building a set of deformable templates 
in a self-organising way is ideal for such an application. 

Fig. 3. Examples of three types of pollen 

3.2 The PARADISE network 
The fARADISE 1 neural network was originally designed 

for the recognition of static hand gestures [8] but later work 
demonstrated its ability to classify arbitrary shapes [3][9]. 
The network derives architectural aspects from the mam
malian biological visual system, providing a basis for in
herent deformation invariant object recognition. It shares 
some of the aspects of the Neocognitron [ 1 0] and the Feature 
Recognition Network [11] whilst being simpler and more 
general purpose. The architecture is structured around a hi
erarchy of three processing layers, each devoted to a specific 
processing function; feature extraction, pattern/template de
tection and pattern integration. The network can be used in 
a self-organising or supervised mode, both in an on-line or 
off-line situation. 

It uses a method based on creating small templates (Pat
tern Detection Modules) which are responsible for identify
ing the important features of an object. The identification is 

1 PAttern Recognition Architecture for Deformation Invariant Shape En
coding 
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then made on the basis of linking several of these templates 
together in a classification layer. The network has a three 
layer architecture: 
1. The Feature Extraction (FE) layer. 
2. The Pattern Detection (PD) layer. 
3. The Classification (C) layer. 

The Feature Extraction layer 

The FE layer consists of a single layer of FE planes. Each 
plane extracts a certain type of feature from the input im
age. For pollen detection four FE planes were used to ex
tract horizontal and vertical lines at two frequencies. These 
frequencies were chosen by examining the lines extracted 
from pollen images at a number of frequencies and choos
ing those which generated the most information. 

The Pattern Detection layer 

This layer builds up a set of templates from the features 
produced in the FE layer. Due to the relatively small size of 
these templates, they can often be reused to represent parts 
of many objects. The templates are generated automatically 
during training and the network architecture makes them ro
bust to small translations and deformations. 

The Classification layer 

Having created the templates the object is represented us
ing a number of the templates, this information being en
coded using links to a classification cell in the classification 
layer. Thus, each class of objects is represented by a classi
fication cell. When subsequent objects are presented to the 
network the existing classes are examined to see if a suffi
ciently good representation already exists, if not a new class 
is created. 

3.3 The Network Dynamics 
Training the Network 

When training the network on an unrecognised input the 
following steps are taken: 
1. Calculate the FE planes to produce an activation map. 
2. Scan the activation map for an area whose average acti
vation is greater than the training threshold. 
3. H there is such an area, create a new PDM over that area. 
4. Repeat 2 and 3 until no new areas found. 
5. H less than the minimum number of PDMs has been 
found, delete them and discard the image as rubbish. (Not 
enough activation.) 
6. Create a new classification cell and connect it to the new 
PDMs. 

Pattern Recognition 

When attempting to recognise an image the following 
steps are taken: 
1. Calculate the FE planes to produce an activation map. 
2. Calculate the responses of all the PDMs. 
3. Calculate the responses of the Classification Cells. 
4. Find the highest activated Classification Cell. 
5. H activity is less than classification threshold then image 
is not recognised. 
6. Otherwise, test whether object is sufficiently well recog
nised (hypothesis test) 
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7. If hypothesis test fails, inhibit the Classification Cell and 
goto4. 
8. Otherwise, recognise the image as belonging to the Clas
sification Cell. 

Network parameters 

There are a number of parameters which can be set to 
control the type of recognition which is performed by the 
network. The majority can be set using heuristics and gen
erally stay fixed for a given application. Once these are set 
the "classification threshold" parameter is used to determine 
the degree of match that is required between the input object 
and the internal template model. 

I'A.RADisE classes vs. "real world" classes 

The Pp.RAI>ISE network automatically generates new 
classes and templates (if required) when an unfamiliar ob
ject is presented to it. 1n order to make a "real world" clas
sification the network must be told which "real" or meta
classes to associate with the ~ISE classes in a super
vised learning session. This training can be performed at 
presentation time or after the network has been trained on a 
large number of images. The second approach is preferable 
as a user can view all of the objects associated with a class 
and make a swift judgement as to the nature of the class. 
With the first method the user must identify each object in
dividually, a time consuming task. This approach however 
would allow the network to perform an analysis of the rela
tionship between the ~ISE classes and the "real world" 
classes and is useful for testing purposes. Any classes con
taining mixes of real world classes could be subjected to 
further examination using a second Pp.RAI>ISE network with 
greater discriminating power. 

3.4 PARADISE results 
1n this application an initial screening process using a 

low discrimination I'A.RADISE network differentiates between 
pollen and non-pollen objects. This network used sub
sampled images to speed up the process and the classifica
tion threshold was set such that 100% of non-pollen would 
be rejected at the price of discarding a percentage of the 
pollen. 1n tests ~ 80% of pollen was retained which repre
sents a far higher percentage than would be possible using 
manual identification. 

The network was trained on-line to classify 177 objects 
which resulted from the initial discrimination process. A 
number of representative classes are shown in figure 4 where 
each column of images represents a single class and those 
at the top produce the highest recognition outpu!, those at 
the bottom the lowest. As noted before there is a consider
able amount of variation in the visual appearance of pollen 
even within a single type and this means that more than one 
I'A.RADISE class is needed to represent each type of pollen, 
e.g. the first two columns represent the same type of pollen. 
This is not a problem since labelling of each class must be 
done after the initial training phase. Once the labelling has 
been performed the network can then identify pollen grains 
while still being able to create new classes if the objects pre
sented are not sufficiently well represented by the existing 
classes. It is worth noting that where there are missclassifi-

Fig. 4. Sample l},.RADISil classes using three pollen types 

cations they tend to be at the bottom of each column indi
cating that the match to the class is not particularly good. 

The training set which produced these results was taken at 
random from microscope slides. However, when the system 
is in use for this particular application it is envisaged that a 
number of "reference" examples of each required class will 
be used as an initial training set. It has been shown in [9} 
that the classification ability of the I'A.RADISE network can be 
improved and the number of classes generated, reduced if 
this approach is taken. Due to the on-line learning capabil
ities of the network this does not preclude the creation of 
new classes at a later date if the initially chosen examples 
did not provide the "universal" set of required objects. 
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4 Skin Cancer Diagnosis 
4.1 The problem 

This application is based on work to develop an aid to skin 
cancer diagnosis [6] and as part of this, work has been un
dertaken to measure the disruption or otherwise of the nor
mal skin patteming which is present over most of the human 
body. Disruption of the normal skin line patterning is impor
tant as it is indicative of a cancerous lesion. 

For an image of a lesion together with surrounding skin 
(figure 6 top left) the skin patteming is highlighted (figure 
6 top right) and the image is divided into a set of overlap
ping sub-images. For each of these sub-images a function 
is calculated which measures the strength of skin lines at a 
range of angles between 0 and 1r, this produces a profile of 
the skin line patterning in the sub-image. Neural networks 
were introduced into this problem as the profiles produced 
using this processing are difficult to evaluate manually and 
therefore a classification method is required. The result that 
is required from the classification is to determine whether 
the position of the lesion can be identified simply by exam
ining the skin patteming. If the lesion can be differentiated 
from surrounding skin then the assumption is that skin pat
tern disruption has occurred. Which in turn suggests a can
cerous lesion. 

4.2 The techniques used 
The two networks used were SOFM and ART2a. The SOFM 

used a one dimensional array of output neurons. For both 
types of network the output is displayed as an image in 
which the class number for each profile is displayed as a dif
ferent intensity. In both cases the results are displayed using 
randomised intensities to clearly show the different regions 
(see figure 5 bottom left which shows an ART result with 4 
classes). 

In order to show the general character of the classification 
results an artificial image was created (figure 5 top image) 
representing highlighted skin-lines. For each of the two neu
ral networks two versions of the classification are given, one 
with the parameters used when the techniques were applied 
[6] (figure 5 left) and one with parameters which produce a 
similar number of classes for each method (figure 5 right). 
The visual interpretation of this artificial image is that there 
are a small number(:::::: 9) of coherent areas ofpatterning. As 
can be seen the ART classification, even with a higher vigi
lance than is necessary, produces large classes representing 
the areas with similar patteming and the extra classes are 
used to represent the interfaces between regions. SOFM on 
the other hand breaks up the large regions using a number of 
classes to represent each, which produces a result which is 
hard to interpret. In this particular instance 9 classes would 
be optimal but this figure is data dependent and for "real" 
skin images the 32 classes represents the best compromise. 

For lesions which produce skin line disruption both SOFM 

and ART produce results which are acceptable for this ap
plication. The major difference comes for benign lesions. 
Figure 6 shows the results for a benign skin lesion where 
no disruption should be visible. The ART classification only 
contains 2 classes, with one class representing most of the 
skin and the lesion and clearly these classes do not mark out 
the lesion boundary which is result that is required. 
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Fig. 5. Top: Original image. Middle: left, SOFM with 32 classes, right 
SOFM with 16 classes. Bottom: left ART with 4 classes, right ART 
with 14 classes 

Fig. 6. Top: left, Original image, right highlighted skin-lines. Bottom: left 
ART with 2 classes, right SOFM with 32 classes 

a confusion of classes which is difficult to interpret. 

4.3 Evaluation 
The generally poor performance of the SOFM classifica

tion method in this application may relate to the way in 
which the network responds when all of the profiles are sim
ilar. Not only does SOFM require that the number of classes 
be pre-specified, but the network will use more of these 
classes to represent profile types which have a greater den
sity of observations. This property has a number of conse
quences in terms of the analysis of skin pattern profile data. 

An image composed largely of undisturbed skin will re
sult in large numbers of similar profiles together with a few 
anomalies. The similar skin profiles then form a large den
sity in the data set and the SOFM classification will respond 
to this by allocating a large number of classes for the rep
resentation of these essentially similar profiles. This leaves 
relatively few classes which will model a large range of the 
anomalous profiles. The division of similar skin areas and 
the grouping together of infrequent profiles even where they 
are relatively different leads to classification images that are 
difficult to interpret visually. 

In an initial calculation method of the profiles [6] no pre
processing was performed and for these profiles the built-in 
normalisation within ART produced unusual classifications. 
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Profiles that were essentially flat, indicating no clear detec
tion of any skin patteming, were being stretched so that ran
dom noise was being identified as real patteming. In view of 
this, application specific noise reduction and normalisation 
had to be introduced into the profile calculation method to 
remove the unwanted effects of those built-in to ART. 

5 Discussion 
The obvious common theme with the networks used is 

that they are self -organising and this has the advantage that 
the end user does not have to define the output class for each 
of the input data items. This can be seen as both an advan
tage and a disadvantage since it reduces the overhead of data 
preparation but gives far less control over the final solution 
than using supervised learning. In an application in which 
the human classification process is not well understood this 
lack of control is an advantage since the user cannot over 
influence the learning process. However, it is still possible 
with unsupervised networks to have some influence over the 
solution that is learned by providing a "good" priming set of 
training examples which can be used to produce the initial 
classes. The ability to learn on-line then allows the network 
to produce the answer "Unknown object or pattern". This 
scenario is not possible with the SOFM. 

A difficulty which was highlighted in this work is that 
practical problems often require magnitude information 
which is present in the input data. This meant that the im
position of normalisation on the input data produced output 
classifications which did not accord with a users perception 
of similarity. In addition the type of normalisation used by 
ART is not always appropriate even where some fonn of nor
malisation can be used. 

6 Conclusions 
The advantages of using self-organisation are mainly as

sociated with not having to "label'' the training data. In ad
dition, if networks such as ART or ~lSE are used then 
the ability to learn incrementally and add new classes when 
required is extremely valuable. The disadvantages are that 
prospective users often view the self-organising nature of 
these networks as providing insufficient control over the so
lution, however, the fact that supervised labelling must be 
performed with all of these methods should be seen as an 
advantage since it forces the end user to assess the quality 
of the solution that has been produced. 

Visualisation of the results is extremely important and is 
not an aspect of the solution process which should be ig
nored or left to the end of a project. Good visualisation can 
provide the end user with reassurance and an insight into the 
type of solution that has been provided. 

The applications discussed have been approached in a 
way which does not attempt to completely de-skill the 
recognition process but to remove much of the mundane task 
of performing the first few ''passes" through the data. In all 
of the applications discussed the final labelling of classes 
still has to be performed by a highly trained person but they 
are presented with the data in a form that allows this process 
to be performed relatively easy. 
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